
Sequence	  alignment	  tutorial	  



Alignment	  vs	  assembly	  

Alignment finds the n best matches of a 
particular read to a reference 

Assembly finds the n best overlaps among the 
reads  and determines the most likely genome 
based on the given data and inserts gaps were 
inconclusive data exists 



Cau6ons	  on	  alignment	  

What are we aligning against 
HGP 

100’s of DNA samples, a small subset picked 
no one knows which ones were selected 

Celera 

A few different samples including C . Venter 

Euro-centric little actual diversity 



What if there is a deletion in the original samples? 

 

Your reads will not map! 

•“Given a world population of over six billion 
people, we estimated that a complete human 
pan-genome would include an additional 19–40 
Mb of novel sequences over the reference 
genome.” Nature Biotechnology 28, 57–63 
(2010) 



Multiple methods of alignment 

•  Why worry about which one--just use the 
one I have always used 
o  or the one someone said was good... 
o  or the one published in a similar paper... 

•  The correct choice can dramatically change 
the mapping percentages 

§  Ion torrent 68% (bowtie) to 95% (TMAP) 

•  More than just an impact on efficiency 



•  The correct choice can allow you to actually 
find what you are looking for 
o  Bowtie1 with deleted regions -- won't work 

•  36bp aligner in a 250bp (or more Pac bio)  
world 
o  1bp mismatch tolerance was typical on 

early aliginers 
§  appropriate balance for computation vs 

expected error at the time 



So are there a couple of choices? 

h8p://wwwdev.ebi.ac.uk/fg/hts_mappers/	  



Just	  pick	  the	  most	  popular?	  



How to choose 

•  Intelligently make tradeoffs in 
o  Speed 
o  Memory utilization 
o  Accuracy 
o  Ease of use 
o  Adoption and maintenance 
o  Understanding of the fundamental methods 



Basic	  algorithms 

•  Hash Reads 
o  Eland, MAQ 

•  Hash Genomes 
o  BFAST, Mosaik 

•  Suffix arrays compressed with BWT (Burrows 
Wheeler Transform) 
o  BWA, Bowtie 

•  Seed and extend 
o  BLAT 
o  BLAST 



•  Hash 
o  Data structure to store and 

lookup segments efficiently 
•  Hash Reads 

o  Variable memory footprint 
o  Usually smaller overall 
o  Have to generate the hash 

each time 
•  Hash Genome 

o  Generate once 
o  Large but consistent 

memory requirement 



BWT suffix arrays and suffix trees 



M. Schatz CSH 2010 



Ways of coping with errors 

Find exact partial match and use dynamics or 
smith-waterman to refine match or choose 
between multiple hits 

BWT- do depth first search and if the end is 
not reached backtrack and resume 



Additional complications 

•  Exact matches relatively easy 
o  may occur multiple times (to millions of matches) 

•  SNP's 
o  GSNAP for example encodes in dbSNP variants 

to reduce mismatch penalties 
•  Deletions 
•  Methy-Seq applications 
•  Sequencing errors 

o  longer reads  
•  Library construction methods 



Paired End ---> <--- 
Mate Pair <---- ---> 



Longer read lengths 
Most short-reads mappers for next-generation sequencing (NGS) 
data were developed when sequence reads were about 36bp in 
length. For 36bp reads, it is reasonable to require end-to-end 
alignment (i.e. every read base to be aligned to the reference) and to 
only report hits within certain hamming or edit distance. However, 
with emerging technologies and improved chemistry, NGS reads are 
not short any more, which poses new challenges to read alignment. 
For 100bp or longer reads, it becomes more important to allow 
long gaps under the affine-gap penalty and to report multiple 
nonoverlapping local hits potentially caused by structural variations or 
misassemblies in the reference genome. Many short-read alignment 
algorithms are not applicable or not preferred for mapping longer 
reads. 

Li, 2013 Aligning sequence reads, clone sequences and 
assembly contigs with BWA-MEM 





How	  to	  evaluate	  new	  methods	  

•  Fundamental approach 
•  Performance	  

•  Speed	  
•  Accuracy	  	  

•  Tolerance	  of	  mis-‐matches	  
•  Gaps	  	  

•  Long	  gaps	  or	  short	  

•  Read	  length	  design	  
•  Memory	  

•  Adop6on	  
•  Ease	  of	  use	  





http://www.bioplanet.com/gcat 
http://www.nist.gov/mml/bbd/biomolecular/
genome_in_a_bottle_consortium.cfm 



Just my opinion but 

•  If you are using bowtie.. 
o  consider bowtie2  

§  more error tolerant  
§  higher alignment percentage 
§  still fast -- in fact faster 
§  still easy to use 
§  high adoption 

•  If you are using tophat 
o  consider tophat2 or STAR 



Faster, better*, 2X memory 

Bioinformatics (2013) 29 (1): 15-21.  



•  If you are using BWA 
o  consider BWA-MEM or BWA-SW 
o  Bowtie2 
o  GSNAP 
o  Novalign 

•  You really have quite a few choices in this 
space... 

In conclusion, bowtie2-beta4 has similar accuracy to bwa-sw for both 100bp 
simulated data and 350bp real 454 data. It is one of the best (accuracy+speed) 
mappers for hiseq and 454 reads. I will start to recommend it to others along with 
smalt/novoalign/gsnap. I think a missing feature in bowtie2 is to properly report 
chimeric alignments, which is essential to mapping even longer sequences. This 
should be fairly easy to implement. ---Heng LI seqanswers thread Oct 2011 



Conclusion   

• Next-gen workloads have driven the 
development of many different clever 
methods of aligning all of the reads produced 
in a finite time 

•  Longer read lengths are driving the state of 
the art away from fast but not  error tolerant 
methods 

• Many of the state of the are aligners are 
using methods familiar to the developers of 
BLAT and BLAST but in new and clever ways 


